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Abstract

Autonomous artificial intelligence agents are increasingly assuming responsibility
for economic transactions previously conducted by humans. In performing these trans-
actions, such agents must select among competing forms of digital currency, including
USD- and EUR-denominated stablecoins, gold-backed tokens, and tokenized bank de-
posits, each of which differs substantially in liquidity, volatility, reserve backing, and
governance structure. Existing research on stablecoin adoption has focused predomi-
nantly on human users operating under observed market conditions, leaving unresolved
whether autonomous agents weigh these characteristics the way classical risk theory pre-
dicts. To evaluate this question, we constructed a simulated economy of autonomous
agents, each piloted by a commercially available large language model and assigned a
utility function and risk-aversion level, who transact under deterministically enforced
financial constraints. USD holdings rose from 28.9% to 29.5% while EUR fell from
28.1% to 27.5% as risk aversion increased, and gold stayed fixed near 43%, consistent
across all three utility functions. In feature tests, gas-fee compensation swung from
0.554 to negative 0.198 as risk aversion rose, while governance compensation moved
oppositely, falling from 0.320 to 0.048. These results indicate that risk-averse agents
reliably shift toward more stable currencies overall, without treating every feature as
equally reflective of safety.

*We appreciate the support of the Advisory Board of the Future of Finance Lab at George Mason
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Introduction

AT Agents as Economic Decision-Makers

Artificial intelligence is beginning to move beyond systems that simply provide information
toward systems that independently make decisions and take actions on behalf of users. Large
language models can now interpret information, reason about alternatives, communicate with
other agents, and execute tasks through external tools, and as these capabilities are built
into autonomous agents, Al systems may increasingly participate in economic activity rather
than merely assist humans in making economic decisions (Horton et al., 2023; Park et al.,
2023). An autonomous agent could purchase goods, negotiate prices, manage a portfolio,
or choose among competing financial services. One especially consequential choice concerns
money itself: economic exchange requires participants to decide not just what to buy and
sell, but what form of money to hold and use for those transactions (Horton et al., 2023;
Ding et al., 2024; Lopez-Lira, 2025).

Money, Stablecoins, and the Dimensions of Choice

Money is conventionally understood to serve three functions: a medium of exchange, a store
of value, and a unit of account. Historically, individuals and firms have chosen among com-
peting forms of money based on characteristics such as stability, liquidity, acceptability, and
transaction cost, and no single asset dominates on every dimension at once. Stablecoins are
digital instruments designed to perform these same functions within a blockchain-based set-
tlement system: they aim to hold their value over time by maintaining a fixed peg, typically
to a fiat currency, while remaining usable as a medium of exchange for everyday transac-
tions. Despite this shared purpose, stablecoins are not economically identical to one another.
Digital money can differ along at least five dimensions: governance, whether an issuer is
compliant with a relevant regulatory standard such as the U.S. GENIUS Act (GENIUS Act,
2025), coded simply as present or absent; denomination, whether the asset tracks the U.S.
dollar, the euro, or another unit; liquidity, measured by the bid-ask spread available on a
live exchange; volatility, or how closely the asset holds its peg near its intended value over
time; and settlement cost, the gas fee incurred when transacting on a given blockchain (Liao
& Caramichael, 2022; Aldasoro, Mehrling, & Neilson, 2023; Aldasoro, Frost, & Ito, 2026).
These five characteristics do not always move together. A currency with strong governance
and a tight peg may trade on a chain with high gas fees, while a cheaper, more liquid alter-
native may carry weaker reserve backing. This multidimensionality is what makes the choice
of a stablecoin a genuine economic decision rather than a trivial one (BIS, 2025).

Risk, Trade-offs, and the Research Question

This problem grows more relevant as the financial system itself becomes increasingly digital,
and as autonomous Al agents become the ones repeatedly evaluating these trade-offs rather
than a human user. The question is not simply whether an Al system can recognize that one
currency has a lower transaction cost or that another is more stable, but whether it develops
systematic preferences when desirable characteristics conflict. A risk-neutral agent may



accept greater uncertainty in exchange for lower cost, while a highly risk-averse agent may
give up an immediate economic advantage to reduce the chance of future loss (Kahneman
& Tversky, 1979; Song et al., 2025; Erdem & Ashok, 2026). Whether large language model
agents exhibit this kind of systematic, risk-sensitive trade-off matters if they are eventually
to function as genuine participants in digital economies, and it is the central question this
paper investigates.

Related Literature and Methodological Approach

Existing stablecoin research has documented that these instruments differ meaningfully in
reserve structure, governance, liquidity, and their relationship to the broader banking sys-
tem (Liao & Caramichael, 2022; Aldasoro, Mehrling, & Neilson, 2023), and that dollar-
denominated stablecoins in particular may reinforce the international role of the U.S. dollar
(Aldasoro, Frost, & Ito, 2026). Separately, a growing literature treats large language mod-
els as computational economic agents rather than simple prediction tools, following Horton,
Filippas, and Manning’s (2023) proposal that LLMs can be given endowments, information,
and preferences and studied much like human experimental subjects. This literature has
produced conflicting evidence on whether LLMs display stable risk preferences on their own,
with some studies finding LLMs behave more risk-aversely than human subjects and others
finding approximately risk-neutral behavior (Song et al., 2025; Erdem & Ashok, 2026). This
disagreement motivates an important methodological choice: rather than assuming an LLM
naturally possesses a given economic preference, this study explicitly assigns each agent a
utility function and a risk-aversion parameter, and asks whether the agent’s observed behav-
ior responds to that assignment in an economically coherent way.

A further design concern follows directly from this choice. If a language model were permitted
to directly modify wallet balances, exchange rates, or transaction outcomes, an economically
invalid decision could become indistinguishable from a genuine economic event, making it
impossible to determine whether an observed outcome reflected real economic reasoning or
a modeling error. This study addresses that concern through a strict separation between Al
decision-making and economic execution: the language model decides what an agent wants
to do, which currency to use, which settlement chain to select, what price to propose, and
whether to accept or reject an offer, while a deterministic economic engine independently
validates and executes every resulting transaction. An agent cannot spend funds it does not
hold, invent a currency unavailable in its environment, or alter a transaction fee.

Empirical Overview

Within this environment, autonomous agents interact over a simulated one-year horizon,
negotiating over price, currency, and settlement chain, with every proposed transaction in-
dependently validated before being recorded. Each currency is treated as a bundle of the
five characteristics described above, and the study first verifies that agents respond sensibly
to unambiguous improvements in these characteristics before testing eleven hypotheses con-
cerning pairwise trade-offs, for example how much additional liquidity a lower-governance
currency must offer before an agent is willing to give up a higher-governance alternative.



The baseline design is extended to a cross-border setting with real currency-conversion fric-
tions and to an event-based setting with simulated stablecoin depegs and banking-sector
failures, and is checked against a fully synthetic currency track and a heterogeneous roster
of underlying language models to verify that observed preferences reflect genuine currency
characteristics rather than the identity of a specific asset or model.

Contribution

Taken together, existing research has shown that LLMs can participate in economic simu-
lations and that stablecoins differ in economically meaningful ways, but these strands have
largely been examined separately, and there remains limited systematic work combining real
LLM agents, explicitly assigned utility functions, and competing forms of digital money
within a single controlled environment. This study addresses that gap, asking not simply
which digital currency an Al agent chooses, but whether that choice reflects a coherent, risk-
sensitive economic trade-off. As autonomous agents take on a growing role in real financial
decisions, the preferences embedded in their behavior, whether they favor liquidity, stability,
governance, or low transaction cost, and whether those preferences shift predictably with
risk, will shape which currencies and payment systems come to matter in an increasingly
agent-mediated economy.

1 Literature Review

Literature on artificial intelligence, digital money, and autonomous economic agents suggests
that using large language models (LLMs) as economic decision-makers is becoming feasible,
but open questions remain: whether LLM behavior is economically coherent, how prefer-
ences can be manipulated or elicited, and what characteristics of digital money autonomous
agents would value. This project treats LLMs as heterogeneous economic agents, rather than
simple forecasting tools, that choose among competing currencies and payment rails while
maximizing an explicitly assigned utility function (Park et al., 2023).

A foundational contribution to this approach is Horton, Filippas, and Manning’s (2023) con-
cept of Homo Silicus, which argues that LLMs can be treated as computational models of
human behavior and supplied with endowments, information, and preferences before observ-
ing their decisions in economic environments. Their experiments found qualitatively similar
behavior between LLMs and established human experimental results, and they note that
divergences can themselves generate useful economic hypotheses (Charness & Rabin, 2002;
Kahneman et al., 1986; Samuelson & Zeckhauser, 1988). This provides the methodological
foundation for replacing hand-coded agents with LLM-driven agents. More recent work has
extended this idea directly into economic simulation. Qi, Guo, and Qi (2026), for exam-
ple, use GPT-based firms in an agent-based computational economics environment and find
that LLM agents can reproduce theoretically meaningful adoption patterns while also ex-
hibiting behavioral heterogeneity not captured by standard models. Their agents’ behavior
varied substantially according to prompt personas: rational-optimizer agents reached full
adoption while risk-averse agents did not. This shows both the potential and the sensitiv-
ity of LLM-based economic modeling (Preprints). Similarly, Lopez-Lira (2025) develops a
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simulated financial market in which heterogeneous LLM agents operate an order book and
exhibit value-investing, momentum, and market-making strategies, suggesting that LLMs
can produce economically interpretable behavior in environments with endogenous market
interactions.

However, the evidence on whether LLMs possess stable economic preferences is mixed. Song
et al. (2025) explicitly evaluate whether LLMs can reproduce human risk preferences using
CRRA utility and find that GPT-40 and ol-mini generally behave more risk-averse than
human participants, with performance varying across languages and cultures. In contrast,
Erdem and Ashok (2026) find that several frontier models, including GPT-4, GPT-40, GPT-
5, Gemini 2.0 Flash, and DeepSeek R1, tend to exhibit approximately risk-neutral behavior
in lottery decisions and relatively consistent intertemporal choices. These conflicting find-
ings matter for the present study. Rather than assuming that an LLM naturally possesses
a particular level of risk aversion, the proposed simulation explicitly assigns agents CRRA,
CARA, or Epstein-Zin-type utility functions and varies risk-aversion parameters. The re-
sulting behavior can therefore be evaluated against the economic preferences the model was
instructed to implement.

The growing literature on LLM financial agents provides a second methodological foundation.
Ding et al. (2024) survey LLM-based financial trading agents and identify a common archi-
tecture in which models receive financial information, reason over market conditions, produce
trading decisions, and then receive market feedback. Xia et al. (2026) similarly review 77
studies of LLM agents in financial markets and identify reproducibility, transaction-cost
modeling, execution semantics, and comparable evaluation protocols as major limitations
of the existing literature. These shortcomings motivate the present project’s deterministic
separation between reasoning and execution: the LLM determines preferences and proposes
transactions, while the simulation engine independently calculates utility, fees, exchange
costs, balances, and settlement. This lets LLM reasoning be studied without letting halluci-
nated prices or invalid decisions alter the economic state directly.

Negotiation research further supports this design. Liu et al. (2026) show that LLMs can
be trained to develop increasingly sophisticated bargaining strategies when rewards are tied
to verifiable economic surplus and budget constraints. Their findings show that linguistic
competence alone does not guarantee economically optimal negotiation behavior. Liu et
al. (2026) extend this finding to multi-buyer bargaining, showing that standard LLMs can
struggle with strategic market exploration despite strong language capabilities. Zhang et al.
(2026), through TERMS-Bench, similarly argue that evaluating negotiation agents solely by
agreement rates can conceal substantial differences in surplus extraction, belief accuracy, and
constraint violations. These findings are directly relevant to the project’s negotiation layer,
in which agents negotiate the currency, price, and settlement chain of transactions rather
than simply selecting an asset. They also motivate the project’s measurement of negotiated
value against a deterministic expected/fair value rather than treating successful agreement
as sufficient evidence of rational behavior.

The second major literature concerns stablecoins as a form of digital money. Liao and
Caramichael (2022) analyze stablecoins’ growth and their relationship with traditional de-
posits and the banking system. Aldasoro, Mehrling, and Neilson (2023) instead frame stable-
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coins through the “money view,” arguing that maintaining par settlement is fundamentally
a liquidity problem rather than simply a solvency problem (see also Aldasoro et al., 2025).
These perspectives matter because the currencies in the proposed simulation differ along pre-
cisely these dimensions: governance, backing, liquidity, peg stability, and transaction costs.
Rather than treating stablecoins as interchangeable digital dollars, the simulation explicitly
exposes agents to these characteristics and tests whether their relative importance changes
with risk aversion.

Recent work also establishes a direct connection between stablecoins, currency choice, and
macroeconomic conditions. Aldasoro, Frost, and Ito (2026) argue that stablecoins are particu-
larly relevant to the store-of-value and medium-of-exchange functions of money and note that
approximately 98% of stablecoin value is dollar-denominated, potentially reinforcing exist-
ing currency hierarchies and encouraging digital dollarization. This gives a theoretical basis
for the project’s medium-of-exchange experiments comparing USD-, EUR-, and gold-linked
assets. He, Zhao, and Zhou (2026) develop a DSGE model in which stablecoins operate in a
decentralized bilateral exchange sector and find that stablecoins can amplify macroeconomic
shocks, while prudential requirements concerning reserve backing can mitigate these effects
(IMF). In the proposed model, governance and backing are therefore treated as economically
meaningful dimensions of monetary stability, not simply descriptive characteristics.

Finally, the literature provides empirical motivation for the project’s crisis and flight-to-safety
experiments. Chernoff, Jagtiani, and Yoshida (2026) find evidence that USDT can act as a
liquidity refuge during periods of stress, particularly for Ethereum participants, although the
magnitude of this flight-to-safety behavior varies across blockchain networks. This supports
the project’s use of banking-crisis and depegging shocks to examine whether agents change
their currency preferences when perceived risk increases. At the same time, the existing
literature generally studies human investors, aggregate markets, or predetermined trading
strategies. It does not directly examine autonomous LLM agents choosing among currencies
according to an explicitly assigned utility function.

Taken together, this literature establishes three foundations but leaves a clear gap. First,
LLMs can reproduce economically meaningful behavior, although their risk preferences and
consistency remain uncertain (Horton et al., 2023; Song et al., 2025; Erdem & Ashok,
2026). Second, stablecoins increasingly perform monetary and payment functions while dif-
fering meaningfully in liquidity, governance, backing, stability, and transaction costs (Liao
& Caramichael, 2022; Aldasoro et al., 2023, 2026). Third, LLMs can participate in financial
markets and negotiations, but existing studies frequently lack controlled economic environ-
ments and rigorous evaluation of the decisions agents produce (Lopez-Lira, 2025; Liu et
al., 2026; Xia et al., 2026). The present research connects these strands by systematically
varying risk aversion and utility-function structure while allowing LLM agents to choose
among competing forms of digital money. By combining real-world currencies with syn-
thetic currencies whose governance, medium of exchange, liquidity, volatility, and gas-fee
characteristics can be independently controlled, the study seeks to determine which digital
currencies Al agents prefer, which economic characteristics cause those preferences, and how
those trade-offs change as agents become more risk averse.



2 Model Design, Agent Configuration, and Utility Func-
tions

2.1 Design Overview

This section describes the empirical design used to investigate what economic, structural,
and governance characteristics of digital money autonomous Al agents come to prefer, and
how that preference depends on an agent’s risk aversion and assigned utility function.

The design is organized into three parts. A baseline model, in which a population of Al
agents transacts using a restricted, hypothesis-specific set of real-world digital currencies
over a simulated one-year horizon, with no cross-border friction and no injected crisis events,
is where our eleven core hypotheses are tested. A cross-border extension introduces two
currency zones, a USD zone and a EUR zone, along with a foreign-exchange conversion cost,
to test whether the baseline hypotheses still hold once agents face genuine currency-zone
friction. An event-based extension injects a real financial shock, a stablecoin depeg or a
banking-sector failure, partway through the simulated year, to test whether and how agent
preferences shift in response to a live crisis.

Each of these three parts is run across every combination of four fixed risk-aversion levels
and three distinct utility-function specifications, so that every reported qualitative conclusion
can be checked for consistency across the choice of utility function, directly addressing the
goal that our conclusions should hold whether we use CRRA utility, CARA utility, or an
Epstein-Zin-style proxy.

2.2 The Deterministic / LLM Split

The simulation models a population of roughly one hundred autonomous agents transacting
inside a constructed digital economy over a simulated calendar year, broken into 365 discrete
daily timesteps (Tesfatsion, 2002). The design rests on one architectural principle that
governs every other design choice: a large language model is permitted to do exactly one
thing, decide. An LLM-piloted agent may choose what to offer in a negotiation, which
currency to hold or transact in, which settlement chain to use, and whether to accept or
reject a counterparty’s offer, but it is never permitted to directly alter a wallet balance, a
ledger entry, a fee calculation, or a settlement outcome; all of that is handled by ordinary,
deterministic, auditable code. Every decision an LLM produces is validated against the
agent’s actual financial state before it is allowed to take effect. An LLM cannot spend
money the agent does not have, cannot invent a currency that does not exist in its restricted
universe, and cannot settle a transaction with a counterparty who has not agreed to the same
terms. This split exists so that every result reported here reflects an actual economic decision
made under real financial constraints, rather than an artifact of a model hallucinating money
into existence.



2.3 Agent Population and the Simulated Economy

The agent population is heterogeneous by design, composed of five archetypes: consumers
and buyers, the primary transacting agents whose currency and chain preferences are the
object of our eleven hypotheses; sellers and merchants, counterparties who accept payment
and exhibit their own acceptance behavior toward different currencies; banks, institutional
agents whose solvency is the vehicle for the event-based analysis’s banking-crisis shock; in-
vestors, whose objective is framed around portfolio-style wealth maximization rather than
one-off transactions; and institutions, large counterparties used to give the simulated econ-
omy realistic depth. Every agent, regardless of role, is assigned a risk-aversion parameter, a
utility-function specification, an initial wallet split across whichever currencies are available
to it in the given experimental cell, and one specific large language model, drawn from a
roster on the order of one hundred distinct commercially available models, that pilots every
decision that agent makes for the entire simulated year. Sellers and merchants are assigned
this same utility-function and risk-aversion framework as buyers, rather than a fixed corpo-
rate mandate such as automatic conversion to a home fiat currency, so that their acceptance
behavior toward different currencies is likewise governed by an explicit, stated objective
rather than a hardcoded rule.

The simulated economy itself consists of a restricted currency universe per experimental
cell, so that each hypothesis-specific cell restricts the agent population to a small, carefully
chosen subset of real currencies that isolate the one or two characteristics that hypothesis is
meant to test; multiple real settlement chains, Ethereum, Arbitrum, Base, and Solana, each
with its own gas-fee dynamics, so that settlement cost is a currency-independent variable
an agent must reason about separately from which coin it wants to hold; a macroeconomic
layer tracking inflation, a market-confidence index, and real exchange rates, so that agents
reason against actual, moving market conditions rather than a static snapshot; and a shock
and event engine capable of injecting discrete macroeconomic events at scheduled points in
the calendar, used exclusively by the event-based extension.

Each of the 365 simulated days follows the same fixed lifecycle: buyers are matched with
sellers for that day’s transaction opportunity; each buyer’s full decision, currency, chain, and
price, is generated by a live call to that buyer’s assigned LLM; a multi-turn negotiation
proceeds between the buyer and seller, each also LLM-piloted, until one side accepts, one
side rejects, or a maximum number of rounds is reached; the negotiated outcome is validated
deterministically, checking sufficient balance, genuine counterparty acceptance, and compli-
ance with every rule of the simulated economy, and if valid is settled, with wallet balances
updated, fees and any conversion tax deducted, and the transaction written to a permanent,
append-only ledger; and every decision, negotiation turn, and settled or rejected transaction
is persisted with full provenance metadata before the simulation advances. Matching between
buyers and sellers is decentralized and bilateral: each day’s transaction opportunities pair
one buyer with one seller directly, rather than clearing through a centralized order book, and
the resulting negotiation is a search-and-bargaining process rather than a posted-price mech-
anism. This lifecycle is identical across every hypothesis cell, utility-function specification,
and risk-aversion level; only the available currency universe, the presence of cross-border
friction, and the scheduling of an event shock ever change, so that any observed difference



in agent behavior can be attributed to the manipulated variable rather than to how the
simulation itself was run.

2.4 What Information Each Agent Is Given

No model weights are ever updated in this study; every agent is piloted by an off-the-shelf,
commercially available large language model accessed through a standard inference API,
with no fine-tuning, reinforcement learning from simulation outcomes, or gradient update of
any kind. What varies is the information content of the prompt each agent receives before
each decision, not the agent’s underlying parameters. At every decision point, each agent’s
prompt includes: its role and identity; its full current wallet, every currency it holds and the
exact balance of each; the complete set of real characteristics of every currency available to it,
governance compliance, backing or peg, bid-ask spread, recent peg performance, and gas fees
on each available chain; its own assigned risk-aversion level and utility-function type, stated
explicitly; live macroeconomic context and, where available, real historical price data; the
state of the current negotiation; and, where implemented, a short window of recent simulated
history. Agents are never shown currencies outside their assigned cell’s restricted universe,
and the characteristic a given hypothesis isolates is never flagged to the agent as the thing
being tested, so that any resulting preference reflects the agent’s own reasoning rather than
a demand effect created by the experimental framing.

2.5 Agent Prompting Safeguards and Bias Controls

To isolate risk aversion and utility preferences from systemic model artifacts rather than gen-
uine economic reasoning, two prompting safeguards are enforced across all decision timesteps.
First, option order randomization: the order in which currency options, settlement chains,
and counterparty offers are presented within a given prompt is randomly shuffied at each call,
to eliminate position bias, recency or priming effects that could otherwise favor whichever
option happens to appear first or last in the prompt regardless of its actual characteristics.
Second, temperature and decoding constraints: all inference calls are executed at the lowest
deterministic decoding setting supported by the given model’s API, effectively temperature
equal to zero, to minimize stochastic variance in the model’s output and isolate the effect
of the manipulated economic variables from incidental sampling noise. Reproducibility of
a given decision, conditional on an identical prompt and context state, is a design goal of
this configuration, though as with any hosted third-party inference API, exact determinism
across calls cannot be fully guaranteed.

2.6 Utility Functions and the Maximization Objective

Each agent is assigned an explicit utility function over final wealth, U(W), and is instructed
that its objective across the full sequence of transactions it will make over the simulated year
is to maximize the expected value of that function, not to maximize any single transaction’s
outcome in isolation, where W is its wealth at the end of the horizon. Three utility-function
families are used, so that every hypothesis can be tested for robustness to the specific func-
tional form assumed for risk preferences.



Risk-neutral utility,
uw)=w, (1)

is used as a baseline case with no risk adjustment at all, corresponding to a risk-aversion
level of zero. Constant Relative Risk Aversion, CRRA,

] , for o #1; UW)=In(W), forec=1, (2)
-0
where o is the coefficient of relative risk aversion, is the standard workhorse specification in

the risk-preference literature and the primary functional form for our headline results (Song
et al., 2025). Constant Absolute Risk Aversion, CARA,

UW) = —eW, (3)

where « is the coefficient of absolute risk aversion, is included because, unlike CRRA, an
agent’s implied risk aversion does not scale with wealth, giving a second functional form to
check whether a hypothesis-consistent pattern is an artifact of one particular specification
(Phelps, 2024). Finally, an Epstein-Zin-style recursive-utility proxy separates an agent’s
aversion to risk from its willingness to substitute consumption across time (Epstein & Zin,
1989),

1
1-1/¢ | =1/

Vi= |1 =B e "+ B(E[VT]) : (4)

where 1) is the elasticity of intertemporal substitution and f is the discount factor. Because
the fully recursive form requires an agent to form and consistently discount an expectation
over its own future utility at every decision, something a period-by-period LLM prompt can-
not be relied upon to compute honestly and consistently on its own, we use a tractable proxy
that preserves Epstein-Zin’s central qualitative feature, a meaningful separation between risk
aversion and time preference, while remaining deterministically computable by the backend
at each timestep.

Each risk-aversion level is held fixed across four cohorts used throughout every results table
below, and every agent within a given hypothesis cell is assigned the same utility-function
family for that run, with each cell re-run under the other two families to test for robustness.

Because no model weights are fine-tuned or updated at any point in this design, the LLM is
expected to evaluate U (W) zero-shot, directly from the information contained in its prompt,
rather than from any learned representation of the specific functional form. This is an ex-
plicit behavioral assumption of the design rather than something enforced computationally,
and prompt engineering, restating the assigned utility-function type and risk-aversion coeffi-
cient explicitly at every decision point, was used to maximize the likelihood that the model
correctly registered and applied its assigned objective.

2.7 Model Roster and Cross-Model Robustness

Beyond the three utility-function families, this design adds a third, orthogonal axis of ro-
bustness: rather than piloting every agent with the same underlying language model, each

10



Table 1: Fixed Risk-Aversion Cohorts

Cohort a/o
Risk-neutral 0.0
Moderately averse 2.0
More risk-averse 4.0
Most risk-averse 6.0

agent is independently assigned one specific model, drawn from a roster on the order of one
hundred distinct commercially available large language models spanning multiple develop-
ers, parameter scales, and architectures, fixed by a random seed at the start of each run.
If the qualitative pattern predicted by a given hypothesis holds up when averaged across
a population piloted by a heterogeneous mix of dozens of different underlying models, that
is meaningfully stronger evidence that the pattern reflects something about the assigned
economic role itself, rather than a quirk of one specific model’s training or alignment. The
design’s central robustness architecture accordingly rests on three independent axes: three
utility-function families, a roster on the order of one hundred underlying LLMs, and, as de-
scribed below, two entirely independent currency-representation tracks, real-world and fully
synthetic. A finding that survives all three is, by this design’s own logic, the strongest form
of evidence the study can produce. Table 2 reports the full model-to-role assignment for the
reported run (seed 0).

Table 2: Model Roster and Role Assignment (Seed 0, Real

Assignment)

# Provider Model ID Role

1 01.AI 01-ai/yi-34b-chat Consumer/Buyer

2 01.AI 01-ai/yi-large Institution

3 Alibaba qwen/qwen-2.5-14b-instruct Seller /Merchant
(Qwen)

4  Alibaba qwen/qwen-2.5-32b-instruct Consumer /Buyer
(Qwen)

5 Alibaba qwen/qwen-2.5-72b-instruct Bank
(Quen)

6 Alibaba qwen/qwen-2.5-7b-instruct Bank
(Quen)

7 Alibaba qwen/qwen-2.5-coder-32b- Consumer /Buyer
(Qwen) instruct

8 Alibaba qwen/qwen-2.5-coder-7b-instruct ~ Consumer/Buyer
(Quen)

9 Alibaba qwen/qwen3-14b Consumer /Buyer
(Quen)

10 Alibaba qwen/qwen3-235b-a22b Investor
(Quen)

continued on next page
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Table 2 — continued

#  Provider Model ID Role
11  Alibaba qwen/qwen3-32b Seller /Merchant
(Qwen)
12 Alibaba qwen/qwen3-8b Seller /Merchant
(Qwen)
13 Alibaba qwen/qwq-32b Consumer /Buyer
(Qwen)
14 Amazon amazon /nova-lite-v1 Institution
15 Amazon amazon/nova-premier-vl Consumer /Buyer
16 Amazon amazon,/nova-pro-vl Investor
17 Anthropic anthropic/claude-3-haiku Institution
18  Anthropic anthropic/claude-3-opus Consumer /Buyer
19 Anthropic anthropic/claude-3.5-sonnet Seller /Merchant
20  Anthropic anthropic/claude-3.7-sonnet Consumer /Buyer
21 Anthropic anthropic/claude-haiku-4 Bank
22 Anthropic anthropic/claude-opus-4 Institution
23 Anthropic anthropic/claude-sonnet-4 Institution
24 Cognitive Com- cognitivecomputations/dolphin- Investor
putations llama-3-70b
25 Cohere cohere/aya-expanse-32b Seller /Merchant
26  Cohere cohere /command-a Consumer/Buyer
27 Cohere cohere /command-r Seller /Merchant
28 Cohere cohere/command-r-plus Consumer/Buyer
29 Databricks databricks/dbrx-instruct Consumer/Buyer
30  DeepSeek deepseek /deepseek-chat Investor
31 DeepSeek deepseek /deepseek-chat-v3 Consumer /Buyer
32  DeepSeek deepseek /deepseek-coder Consumer /Buyer
33 DeepSeek deepseek /deepseek-r1 Investor
34  DeepSeek deepseek /deepseek-r1-distill- Investor
llama-70b
35  DeepSeek deepseek /deepseek-r1-distill- Bank
llama-8b
36  DeepSeek deepseek /deepseek-r1-distill- Seller /Merchant
qwen-14b
37 DeepSeek deepseek /deepseek-r1-distill- Seller /Merchant
qwen-32b
38 Google google/gemini-1.5-flash Consumer /Buyer
39  Google google/gemini-1.5-pro Consumer /Buyer
40 Google google/gemini-2.0-flash-001 Consumer /Buyer
41  Google google/gemini-2.0-flash-lite-001 Seller /Merchant
42 Google google/gemini-2.5-flash Consumer /Buyer
43  Google google/gemini-2.5-flash-lite Institution
44  Google google/gemini-2.5-pro Consumer /Buyer
45  Google google /gemma-2-27b-it Consumer /Buyer
46  Google google/gemma-2-9b-it Consumer /Buyer

continued on next page
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Table 2 — continued

#  Provider Model ID Role

47  Google google/gemma-3-12b-it Seller /Merchant

48 Google google/gemma-3-27b-it Investor

49 Google google/gemma-3-4b-it Consumer /Buyer

50 Meta meta-llama/llama-3-70b-instruct  Seller/Merchant

51 Meta meta-llama/llama-3-8b-instruct Seller /Merchant

52  Meta meta-llama/llama-3.1-405b- Seller /Merchant
instruct

53 Meta meta-llama/llama-3.1-70b- Consumer /Buyer
instruct

54  Meta meta-llama/llama-3.1-8b-instruct ~ Consumer/Buyer

55 Meta meta-llama/llama-3.3-70b- Seller /Merchant
instruct

56 Meta meta-llama/llama-4-maverick Seller /Merchant

57 Meta meta-llama/llama-4-scout Consumer/Buyer

58  Microsoft microsoft /phi-3-medium-128k- Seller /Merchant
instruct

59  Microsoft microsoft /phi-3-mini-128k- Seller /Merchant
instruct

60 Microsoft microsoft /phi-4 Consumer /Buyer

61 Microsoft microsoft /phi-4-mini Consumer/Buyer

62 Microsoft microsoft /wizardlm-2-8x22b Consumer /Buyer

63 MiniMax minimax/minimax-01 Seller /Merchant

64 MiniMax minimax/minimax-m1 Seller /Merchant

65 MiniMax minimax/minimax-text-01 Seller /Merchant

66 Mistral Al mistralai/codestral-2501 Seller /Merchant

67 Mistral Al mistralai/magistral-medium Consumer/Buyer

+ Institution

68 Mistral Al mistralai/mistral-large Seller /Merchant

69 Mistral Al mistralai/mistral-medium Seller /Merchant

70 Mistral Al mistralai/mistral-nemo Consumer /Buyer

71  Mistral AI mistralai/mistral-small Investor

72 Mistral Al mistralai/mixtral-8x22b-instruct  Institution

73 Mistral AI mistralai/mixtral-8x7b-instruct Seller /Merchant

74 Mistral Al mistralai/pixtral-12b Consumer/Buyer

75 Mistral Al mistralai/pixtral-large-2411 Consumer /Buyer

76  Moonshot Al moonshotai/kimi-k1.5 Seller /Merchant

77 Moonshot Al moonshotai/kimi-k2 Consumer/Buyer

78 Moonshot Al moonshotai/kimi-long-context Bank

79 NVIDIA nvidia/llama-3.1-nemotron-70b-  Seller/Merchant
instruct

80 NVIDIA nvidia/llama-3.1-nemotron-ultra-  Consumer/Buyer
253b-v1

81 Nous Research  nousresearch/hermes-3-llama-3.1-  Seller/Merchant

70b

continued on next page
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Table 2 — continued

#  Provider Model ID Role
82 Nous Research  nousresearch/nous-hermes-2- Consumer/Buyer
mixtral-8x7b-dpo

83 OpenAl openai/gpt-4.1 Seller /Merchant

84 OpenAl openai/gpt-4.1-mini Institution

85  OpenAl openai/gpt-4.1-nano Consumer /Buyer

86 OpenAl openai/gpt-40 Seller /Merchant

87 OpenAl openai/gpt-4o-mini Bank

88 OpenAl openai/gpt-5 Consumer /Buyer

89 OpenAl openai/gpt-5-mini Bank

90 OpenAl openai/gpt-5-nano Seller /Merchant

91 OpenAl openai/o3 Consumer/Buyer

92  OpenAl openai/o4-mini Seller /Merchant

93 OpenChat openchat /openchat-7b Bank

94 THUDM thudm/glm-4 Seller /Merchant
(Zhipu)

95 Z.ai z-ai/glm-4.5 Seller /Merchant

96 xAI x-ai/grok-3 Consumer /Buyer

97 xAI x-ai/grok-3-mini Consumer/Buyer

98 xAI x-ai/grok-4 Seller /Merchant

99 xAI x-ai/grok-beta Seller /Merchant

3 The Baseline Model

3.1 The Five Currency Characteristics

The empirical design treats every digital currency in the study as a bundle of five distinct,
independently varying characteristics.

e Governance. Whether the asset is backed, audited, and regulated to a high stan-
dard. High governance denotes compliance with the U.S. GENIUS Act’s stablecoin
issuer-regulation standard, a binary variable per currency; a high-governance coin is
issued under a fully regulated, audited, transparent reserve regime (GENIUS Act, 2025;
Gorton & Zhang, n.d.; Garratt & Shin, 2023; Huang & Keister, 2026).

e Medium of exchange. What the currency is denominated in or tracks, principally
USD, EUR, or gold. Tested in isolation by H1, and crossed against every other char-
acteristic in H2 and H6 through HS.

e Liquidity. A currency’s liquidity on a live exchange, operationalized as its bid-ask
spread; a highly liquid coin can be bought or sold with minimal friction.

e Volatility, or peg stability. How closely a stablecoin holds its peg over time, how far
and how often its market price deviates from its intended value (Aldasoro, Mehrling,
& Neilson, 2023; Lyons & Viswanath-Natraj, 2023).
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e Gas fees. The transaction cost of the blockchain rail a currency settles on. Because
a single stablecoin is often available on more than one chain, the gas-fee-related hy-
potheses, H5, H8, H10, and H11, deliberately pin specific currencies to specific chains,
so a genuine cost trade-off is forced on the agent rather than avoidable by picking the
same currency on a cheaper chain.

Every one of the study’s eleven hypotheses is defined as either a test of one of these char-
acteristics in isolation, H1, or a pairwise trade-off between two of them, H2 through H11,
covering every possible pair, always conditioned on the agent’s risk-aversion level.

3.2 Real-Currency Operationalization

Because this design uses real, currently circulating digital currencies rather than artificial
constructs for its primary results, no single real currency varies exactly one characteristic
while holding the other four perfectly fixed. Instead, each hypothesis’s experimental cell is
built around the pair or triple of real currencies that most cleanly isolates the characteristic
or characteristics that hypothesis is meant to test, restricting the agent’s available currency
universe to just those currencies. The mapping used for each hypothesis is given in Table 3.

Table 3: Real-Currency Mapping by Hypothesis

Hyp. Currencies Used What Is Isolated

H1 USD-coin, EUR-~coin, gold-token Medium of exchange alone

H2 High-/low-governance pairs of USD- Governance X Medium
coin, EUR-coin, and gold-token

H3 Tokenized deposit vs. high-liquidity Governance x Liquidity
USD stablecoin

H4 Overcollateralized stablecoin vs. large Governance x Volatility
fiat-backed stablecoin

H5 Two USD stablecoins, each pinned to a Governance x Gas fees
different settlement chain

H6 USD stablecoin vs. EUR stablecoin Medium x Liquidity
(both high-governance)

H7 USD stablecoin vs. lower-stability EUR Medium x Volatility
stablecoin

HS8 USD stablecoin vs. EUR stablecoin, Medium x Gas fees
each chain-pinned

H9 Tokenized deposit vs. large USD stable- Liquidity x Volatility
coin

H10  Same pair as H9, chain-pinned Liquidity x Gas fees

H11 Decentralized stablecoin vs. tokenized Volatility x Gas fees

deposit, chain-pinned

This mapping only approximately isolates each hypothesis’s intended characteristic pair,
since real currencies never vary exactly one dimension while perfectly fixing the other four;
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a fully synthetic, exactly controlled second track, described later in this section, addresses
this limitation as an independent robustness check.

3.3 Verification of Baseline Preferences

Before testing any risk-aversion-contingent hypothesis, the design first establishes four sim-
pler, directional baseline preferences expected to hold regardless of an agent’s risk aversion,
since each represents an unambiguous improvement along a single characteristic with no
genuine trade-off: agents should prefer high- to low-governance coins, liquid to illiquid coins,
low- to high-volatility coins, and low- to high-gas-fee settlement, all else equal. Because none
of these checks involve an actual trade-off, they function as sanity and validity checks on
the simulation as a whole; failure on even one would call into question whether the infor-
mation environment or prompt design is functioning as intended before any subtler result is
interpreted.

A second, less obvious check is whether agents, independent of a currency’s governance,
liquidity, volatility, or gas-fee profile, show a baseline preference for a USD-denominated
medium of exchange over a EUR-denominated one. This matters because H1 claims that
the more risk-averse the agent, the more it prefers USD over EUR over gold, a claim about the
intensity of an existing preference, not about the preference flipping direction; establishing
that every cohort, including the risk-neutral one, shows at least some baseline USD preference
is a necessary precondition for H1 being a meaningful hypothesis about intensity rather than
direction.

3.4 Hypotheses H1 through H11

H1. The more risk-averse the agent, the more it prefers USD over EUR over gold, as a pure
medium-of-exchange preference, holding governance, liquidity, volatility, and gas fees fixed at
a neutral or common level across all three options. Every cohort, including the risk-neutral
cohort, is expected to prefer USD on net, with the intensity of that preference increasing
with risk aversion.

H?2. The more risk-averse the agent, the more it prioritizes high governance over its medium-
of-exchange preference.

H3. The more risk-averse the agent, the more it prioritizes high governance over high
liquidity:.

H4. The more risk-averse the agent, the more it prioritizes high governance over low volatil-
ity, or peg stability.

H5. The more risk-averse the agent, the more it prioritizes high governance over low gas
fees.

H6. The more risk-averse the agent, the more it prioritizes its medium-of-exchange prefer-
ence, USD over EUR, over the coin’s liquidity.
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H7. The more risk-averse the agent, the more it prioritizes its medium-of-exchange prefer-
ence over the coin’s volatility.

HS8. The more risk-averse the agent, the more it prioritizes its medium-of-exchange prefer-
ence over the coin’s gas fees.

H9. The more risk-averse the agent, the more it prioritizes a coin’s liquidity over its volatility.

H10. The more risk-averse the agent, the more it prioritizes a coin’s liquidity over its gas
fees.

H11. The more risk-averse the agent, the more it prioritizes a coin’s volatility over its gas
fees.

H2 through H11 together constitute every possible pairwise combination of the five currency
characteristics, ten pairs in total, with H1 additionally testing medium of exchange on its
own; rather than picking a handful of trade-offs found most theoretically interesting a priori,
all ten possible pairwise trade-offs are tested, so the full space is covered without gaps.

3.5 Measurement: Equilibrium Holdings and the Indifference-
Search Framework

H1 is tested with a distinct measurement approach from H2 through H11, since it is funda-
mentally a question about final portfolio composition rather than a pairwise trade-off with a
well-defined compensating variable. The full agent population is run through the entire 365-
day simulated year, transacting freely within the restricted currency universe for that cell;
at year’s end, every agent’s final wallet is read out, and each currency’s share of that agent’s
total wealth, valued in a common unit, is computed and averaged within each risk-aversion
cohort. Any agent whose wealth has fallen to zero or below by day 365 is excluded from
that cohort’s average, rather than counted as a zero-percent holding, so a bankrupt agent
does not bias the reported equilibrium toward whatever it happened to hold when it went
bankrupt.

H2 through H11 each describe a trade-off between two characteristics, and measuring a
trade-off requires a way to gauge how large a difference in one characteristic offsets a given
difference in the other. This design uses a compensating-variation, or indifference-search,
framework, administered as a single end-of-run elicitation rather than checking a currency-
switching decision after every one of the year’s transactions. Using H3, governance versus
liquidity, as the illustration: at year’s end, each agent chooses between a high-governance
coin with a fixed, low bid-ask spread Y, and a low-governance coin with spread X, the
value being searched for. Agents answer a simple would-you-switch question, and X is
adjusted via iterative binary search until convergence on the agent’s true indifference point;
the reported compensation value is X — Y, the additional liquidity an agent would need
before it stops caring about losing the governance quality it started with. This generalizes
to every pairwise hypothesis, with the search direction reversed for characteristics where a
lower value is preferred, such as gas fees or volatility. Each agent’s resulting compensation
value is averaged within its risk-aversion cohort, exactly as with the equilibrium-holdings
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procedure.

3.6 H1 Results: Equilibrium Holdings

Table 4 reports real measured results from the completed real-currency study, read directly
from each agent’s final daily wallet snapshot and converted to a common USD basis using
approximate reference prices for the EUR-denominated and gold-backed assets.

Table 4: H1: Equilibrium Currency Holdings by Risk-Aversion Cohort and Utility-Function

Specification

Cohort

CRRA

CARA

Epstein-Zin Proxy

Risk-neutral (o = 0)
Moderately averse (a = 2)
More risk-averse (a = 4)

Most risk-averse (a = 6)

28.9% USD / 28.1%
EUR / 43.0% gold
28.3% USD / 28.7%
EUR / 43.0% gold
28.9% USD / 28.1%
EUR / 43.0% gold
29.5% USD / 27.5%
EUR / 43.0% gold

28.8% USD / 28.1%
EUR / 43.1% gold
28.2% USD / 28.7%
EUR / 43.1% gold
28.9% USD / 28.1%
EUR / 43.1% gold
29.4% USD / 27.5%
EUR / 43.1% gold

28.9% USD / 28.1%
EUR / 43.0% gold
28.3% USD / 28.7%
EUR / 43.0% gold
28.9% USD / 28.1%
EUR / 43.0% gold
29.5% USD / 27.5%
EUR / 43.0% gold

The directional pattern H1 predicts is present but modest: the most-risk-averse cohort holds
consistently more USD and less EUR than the risk-neutral cohort across all three utility-
function columns, roughly a 0.6 to 0.7 percentage-point USD/EUR shift. Two patterns are
worth flagging plainly. First, gold’s share is essentially flat across every risk-aversion level,
43.0 to 43.1 percent throughout, unlike the sharper gold-exit pattern originally hypothesized;
agents held a large, stable gold position regardless of risk aversion, a real and reportable,
if unexpected, finding rather than a data gap. Second, the three utility-function columns
are numerically very close to one another throughout, consistent with the robustness the
design was built to test for, but also possibly reflecting a negotiation prompt that does
not differentiate strongly by assigned utility function, an open question we return to in the
limitations discussion below.

3.7 H2 through H11 Results: Compensation Tables

Each of the ten pairwise hypotheses was designed to receive a compensation table in this
format. In practice, the end-of-run elicitation step completed successfully, during the original
data-collection run, for only one hypothesis, H6, under CARA utility. H3 and H4 accordingly
remain the illustrative example values from the study’s original source guidance document,
shown to specify the intended table format only, not measured results.

Table 6 reports H6, medium of exchange versus liquidity, switching from EURC to USDC,
under CARA utility; this is the one hypothesis for which the compensation step completed
during the original run, without reconstruction.

The negative sign reflects the direction of this liquidity-score comparison, not a sign error;
magnitude, not sign, is the relevant comparison across cohorts. Compensation required is
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Figure 1. H1 — Equilibrium currency holdings by risk-aversion cohort
and utility-function specification (real-currency track, day 364)
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Note: gold's share is essentially flat across every risk-aversion level and utiity function (43.0-43.1%),
indicating the gold position was held but not actively traded during the simulated year. n = 100 agents per cell (seed 0).

Figure 1: H1 equilibrium currency holdings by risk-aversion cohort and utility-function spec-
ification. Gold’s share is essentially flat across every cohort and utility function, indicating
the gold position was held but not actively traded during the simulated year.

Table 5: H3 and H4: Compensation Required, Illustrative Format Only, Not Yet Measured

Cohort H3 (bid-ask spread) H4 (peg volatility)
Risk-neutral (o = 0) Pending Pending
Moderately averse (o = 2) Pending Pending
More risk-averse (o = 4) Pending Pending
Most risk-averse (o = 6) Pending Pending

Table 6: H6: Compensation Required (Liquidity-Score Terms), CARA Utility, Real Mea-
sured Result

Cohort CARA
Risk-neutral (v = 0) —4.711%
Moderately averse (o = 2) —0.94%
More risk-averse (o = 4) —0.36%
Most risk-averse (o = 6) —3.07%

19



small and roughly flat from the risk-neutral through the more-risk-averse cohorts, under one
percentage point, then several times larger at the most-risk-averse cohort, broadly consistent
with H6’s predicted direction, though with only one utility-function column populated this
should be read as suggestive rather than confirmed.

For H2, H5, H7, and HS, the compensation step was initially found not to have completed
during the original run. Because a full year of real trading data existed and was not hollow for
these four hypotheses, the compensation step was re-run directly against each cell’s actual
final wallet state, reconstructed from the completed run’s own daily records rather than
re-simulating the year, for CARA utility; CRRA and Epstein-Zin-proxy versions were not
completed given time constraints.

Table 7: H2: Compensation Required (Governance-Score Terms), CARA Utility, Real Mea-
sured Result

Cohort vs. Alternative 1 vs. Alternative 2
(n) (n)
Risk-neutral (o = 0) 0.320 (n =5) 0.423 (n = 5)
Moderately averse (a = 2) 0.287 (n = 6) 0.415 (n = 6)
More risk-averse (o = 4) 0.119 (n = 6) 0.371 (n = 6)
Most risk-averse (a = 6) 0.048 (n =1) 0.446 (n =1)

Table 8: H5: Compensation Required (Gas-Fee Terms), CARA Utility, Real Measured Result

Cohort CARA (n)

Risk-neutral (o = 0) 0.463 (n =4)
Moderately averse (o = 2) 1.249 (n = 6)
More risk-averse (o = 4) 0.504 (n = 6)
Most risk-averse (a = 6) 0.0004 (n =2)

Table 9: H7: Compensation Required (Peg-Volatility Terms), CARA Utility, Real Measured
Result

Cohort CARA (n)

Risk-neutral (o = 0) 0.0235 (n = 4)
Moderately averse (o = 2) 0.0149 (n = 6)
More risk-averse (a = 4) 0.0207 (n = 6)
Most risk-averse (o = 6) 0.00009 (n = 1)

Reading these four tables: n denotes the number of agents whose elicitation call succeeded,
out of roughly fourteen CARA-eligible agents per cohort, and the most-risk-averse cohort
often rests on a single agent, so these should be treated as illustrative rather than reliable
cohort averages. H2’s compensation required falls steadily as risk aversion increases, from
0.320 to 0.048, the opposite of H2’s prediction that more risk-averse agents should value
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Table 10: H8: Compensation Required (Gas-Fee Terms), CARA Utility, Real Measured
Result

Cohort CARA (n)
Risk-neutral (o = 0) 0.554 (n = 4)
Moderately averse (a = 2) —0.036 (n =5)
More risk-averse (o = 4) —0.122 (n = 6)
Most risk-averse (a = 6) —0.198 (n =1)

governance more, not less; a real, if thin-sample, finding that runs against the hypothesized
direction. H5 is non-monotonic across cohorts, the moderately averse cohort demands the
largest concession rather than the most-risk-averse one, and should be read as inconclusive.
H7’s compensation drops sharply at the most-risk-averse cohort, directionally consistent with
the equilibrium-holdings result above. H8 shows the cleanest pattern of the four: the sign
flips from positive to negative as risk aversion increases, meaning that by the more- and most-
risk-averse cohorts the average agent would switch even for a worse gas fee, a real, monotonic
pattern across all four cohorts, though still CARA-only and resting on small samples.

Figure 2 presents all five recovered compensation results together, and Figure 3 isolates H8's
result specifically, given how clean and monotonic that particular pattern is relative to the
others.

Figure 2. Compensation required to switch currencies, by risk-aversion cohort
(CARA utility, real-currency track — X-Y compensation values)

H2: USDT -> EURC H2: USDT -> PAXG Hs: USDT -> USDC
(governance)  (govemance) (gas fee)

RERYA 2N

H6: EURC -> USDC H7: EURT -> USDC H8: EURC -> USDC
(iquidity) (peg stabiliy) gas fee)

[(
—

Figure 2: Compensation required to switch currencies, by risk-aversion cohort, for all five
recovered CARA-utility results (H2 against two alternatives, H5, H6, H7, and H8). H6 is from
the original real-money run; H2, H5, H7, and H8 were recovered via post-hoc reconstruction
from each cell’s final wallet state.

The remaining three hypotheses have no usable data of either kind; direct inspection of their

daily wallet records shows holdings frozen at exactly the initial fifty-fifty starting split for the
entire simulated year, confirming zero real trading occurred rather than merely that results
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Figure 3. H8 — Compensation to switch EURC -> USDC (gas fee),
by risk-aversion cohort (CARA utility)
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Note: the sign flips from positive to negative and moves monotonically across all four cohorts — the cleanest
directional result recovered in this study. Small per-cohort samples (n=1-6); a=6 rests on a single agent.

Figure 3: H8: compensation required to switch from EURC to USDC on gas-fee grounds,
by risk-aversion cohort. The sign flips from positive to negative and moves monotonically
across all four cohorts, the cleanest directional result recovered in this study.

had not converged.
e Table 9. H9, compensation required, peg-volatility terms. Pending.
e Table 10. H10, compensation required, gas-fee terms. Pending.

e Table 11. H11, compensation required, gas-fee terms. Pending.

4 Cross-Border Transactions

The baseline model places every agent in a single, undifferentiated economy. The cross-border
extension instead places agents on two sides of a simulated Atlantic: one sub-population
maximizes final wealth in USD purchasing power, the other in EUR purchasing power. Any
transaction that places an agent in a currency outside its home zone incurs a small pro-
portional conversion cost, deducted deterministically at settlement exactly like a gas fee;
this is the only cross-border friction in the design, since an earlier design’s proposed second,
compounding counterparty-zone tax was deliberately excluded as misrepresenting the real
advantage cross-border stablecoin settlement offers over legacy correspondent-banking rails.
The simulated USD/EUR exchange rate additionally carries realistic day-to-day noise, so a
cross-border agent faces genuine exchange-rate variance, not just a one-time fee, when decid-
ing whether to hold a foreign-denominated currency. Not every hypothesis is meaningfully
affected by this friction; the extension is run only for the subset whose logic touches the
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medium-of-exchange characteristic: H1, H2, H6, H7, and HS.

Table 11 reports real, measured results for H1 under CARA utility. Each zone’s agents hold
more of their own home currency than the other zone’s agents do, the expected cross-border
pattern.

Table 11: H1, Cross-Border: Equilibrium Currency Holdings by Risk-Aversion Cohort and
Currency Zone, CARA Utility

Cohort USD-Zone Agents EUR-Zone Agents

Risk-neutral (o = 0) 32.1% USD / 25.3% EUR / 95.5% USD / 31.0% EUR /
42.6% gold 43.6% gold

Moderately averse (o = 2) 31.4% USD / 25.6% EUR / 25.2% USD / 31.8% EUR /
43.0% gold 43.0% gold

More risk-averse (o = 4) 29.8% USD / 26.2% EUR / 17.0% USD / 53.7% EUR /
44.0% gold 29.3% gold*

Most risk-averse (« = 6) 33.2% USD / 24.9% EUR / 25.9% USD / 30.0% EUR /
41.9% gold 44.2% gold

Figure 4. H1 (cross-border) — Equilibrium holdings by currency zone
(CARA utility, real-currency track, day 364)
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Note: each zone's agents hold more of their own home currency than the other zone's agents do — the expected
cross-border pattern. The a=4 / EUR-zone cell (53.7% EUR) is a likely thin-sample outlier; treat with caution.

Figure 4: H1 cross-border equilibrium holdings by currency zone, CARA utility. Each zone’s
agents hold more of their own home currency than the other zone’s agents do. The more-
risk-averse, EUR-zone cell (53.7% EUR) is a likely thin-sample outlier and should be treated
with caution.

Table 12 reports H2’s cross-border variant, the governance-high versus governance-low pair-
ing across USD, EUR, and gold assets, again under CARA utility, reported separately by
zone.

Table 13 reports H2’s cross-border compensation result, the same governance-score elicitation
as the baseline compensation table, under CARA utility.
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Table 12: H2, Cross-Border: Equilibrium Currency Holdings by Governance Variant and
Currency Zone, CARA Utility

Cohort USDC USDT EURC EURT PAXG XAUT
USD-zone, risk-neutral 19.8% 12.4% 12.7% 12.7% 21.2% 21.2%
USD-zone, moderately averse 18.8% 12.6% 12.8% 12.8% 21.5% 21.5%
USD-zone, more risk-averse 16.9% 12.9% 13.1% 13.1% 22.0% 22.0%
USD-zone, most risk-averse 21.0% 12.2% 12.5% 12.5% 20.9% 20.9%
EUR-zone, risk-neutral 12.8% 12.8% 18.0% 13.0% 21.8% 21.8%
EUR-zone, moderately averse 12.6% 12.6% 19.0% 12.8% 21.5% 21.5%
EUR-zone, more risk-averse 8.6% 8.6% 44.9%* 8.7% 14.6% 14.6%
EUR-zone, most risk-averse 12.9% 12.9% 16.8% 13.2% 22.1% 22.1%

Table 13: H2, Cross-Border: Compensation Required (Governance-Score Terms), CARA
Utility

Cohort vs. Alternative 1 vs. Alternative 2
(n) (n)
Risk-neutral (v = 0) 0.339 (n = 3) 0.385 (n = 5)
Moderately averse (a = 2) 0.277 (n = 6) 0.369 (n = 6)
More risk-averse (o = 4) 0.089 (n = 6) 0.377 (n = 6)
Most risk-averse (o = 6) 0.040 (n = 2) 0.446 (n =1)

This matches the same directional pattern as the baseline result: compensation required for
the first alternative falls as risk aversion rises, again the opposite of H2’s predicted direction.

Tables 14 and 15 report H7’s cross-border results under Epstein-Zin-proxy utility, comparing
a high-liquidity USD coin against a lower-stability EUR coin.

Table 14: H7, Cross-Border: Equilibrium Currency Holdings by Zone, Epstein-Zin-Proxy
Utility

Cohort USD-Zone: USDC / EURT  EUR-Zone: USDC / EURT
Risk-neutral (v = 0) 53.9% / 46.1% 46.5% / 53.5%
Moderately averse (o = 2) 53.3% / 46.7% 45.8% / 54.2%
More risk-averse (o = 4) 52.0% / 48.0% 29.1% / 70.9%*
Most risk-averse (a = 6) 54.7% | 45.3% 47.3% / 52.7%

* In Tables 11, 12, and 14, the more-risk-averse, EUR-zone cell shows an outsized swing
toward the EUR-side currency in all three otherwise-unrelated hypotheses, likely a thin-
sample artifact concentrated in that specific cohort-and-zone cell rather than three separate
genuine effects, and should be treated with caution rather than read as three independent
confirmations.

H6 and H8’s cross-border variants have no usable data of any kind under any utility function.
CRRA and Epstein-Zin-proxy columns remain pending for H1 and H2, and CRRA and
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Table 15: H7, Cross-Border: Compensation Required (Peg-Error Terms), Epstein-Zin-Proxy
Utility

Cohort Epstein-Zin Proxy (n)
Risk-neutral (o = 0) 0.0233 (n = 4)
Moderately averse (o = 2) 0.0086 (n = 5)
More risk-averse (o = 4) 0.0181 (n = 6)
Most risk-averse (o = 6) 0.00009 (n = 1)

CARA columns remain pending for H7.

5 Event-Based Analysis

The event-based extension asks a distinct question from the baseline and cross-border sec-
tions: not what equilibrium agents converge to under stable conditions, but how a population
that has already been transacting normally for most of a year reacts once a real financial
shock hits partway through. Two shock types are used: a depeg event, in which one avail-
able currency’s market price diverges sharply from its intended value, mirroring a real-world
stablecoin depeg; and a banking-crisis event, in which a simulated bank failure creates a
flight-to-safety scenario in which agents decide whether, and how much, to shift toward the
natural safe-haven asset for that hypothesis, typically gold. Both shocks are layered ad-
ditively on top of the baseline economy’s existing schedule of ordinary shocks rather than
replacing it, so any observed behavioral shift can be attributed to the marginal effect of the
new event.

The shock is scheduled for day 285 of the 365-day year, chosen to clear a fifteen-day non-
confounding buffer from the baseline economy’s own shock schedule while leaving eighty
full days to observe the aftermath. The extension is run only for hypotheses a real shock
plausibly bears on: H1, H2, H4, and H9, each through both shock types, reported as paired
before/after comparisons using behavior through day 284 against the full 365-day run, so
the shift between the two windows is the measured effect of the shock.

e Table 17. H1, depeg event, equilibrium holdings, pre-shock versus full-year, CARA
utility. Real, measured result.

e Table 18. H2, depeg event, equilibrium holdings, pre-shock versus full-year, CARA
utility. Real, measured result.

e Table 19. H2, depeg event, compensation required, pre-shock versus post-shock, CARA
utility. Real, measured result.

Table 16 reports H1’s depeg-event result under CARA utility, comparing agent holdings at
day 284, immediately before the shock, against the full 365-day run.

Table 17 reports H2’s depeg-event result, the six-currency governance breakdown, under the
same pre-shock versus full-year comparison.
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Table 16: H1, Depeg Event: Equilibrium Currency Holdings, Pre-Shock (Day 284) versus
Full-Year (Day 364), CARA Utility

Cohort

Pre-Shock (Day 284)

Full-Year (Day 364)

Risk-neutral (o = 0)
Moderately averse (a = 2)
More risk-averse (a = 4)

Most risk-averse (o = 6)

28.4% USD / 27.9% EUR /
43.6% gold

28.0% USD / 28.4% EUR /
43.6% gold

28.4% USD / 27.9% EUR /
43.6% gold

28.9% USD / 27.5% EUR /
43.6% gold

28.9% USD / 28.1% EUR /
43.0% gold

28.3% USD / 28.7% EUR /
43.0% gold

28.9% USD / 28.1% EUR /
43.0% gold

29.5% USD / 27.5% EUR /
43.0% gold

Table 17: H2, Depeg Event:

CARA Utility

Equilibrium Currency Holdings, Pre-Shock versus Full-Year,

Cohort USDC USDT EURC EURT PAXG XAUT
Pre-shock, risk-neutral 15.7% 12.8% 14.9% 13.0% 21.8% 21.8%
Pre-shock, moderately averse 15.2% 12.8% 15.4% 13.0% 21.8% 21.8%
Pre-shock, more risk-averse 15.7% 12.8% 14.9% 13.0% 21.8% 21.8%
Pre-shock, most risk-averse 16.2% 12.8% 14.4% 13.0% 21.8% 21.8%
Full-year, risk-neutral 16.3% 12.6% 15.3% 12.8% 21.5% 21.5%
Full-year, moderately averse 15.7% 12.6% 15.9% 12.8% 21.5% 21.5%
Full-year, more risk-averse 16.3% 12.6% 15.3% 12.8% 21.5% 21.5%
Full-year, most risk-averse 16.9% 12.6% 14.7% 12.8% 21.5% 21.5%
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Both tables show the same pattern: the pre-shock-to-full-year shift is small, well under
one percentage point per cohort, and matches the same gradual drift rate already visible
throughout each cell’s full 365-day history, with no visible jump or discontinuity specifically
at day 285, when the depeg shock fires. Table 18 reports the corresponding compensation-
based measurement for H2, using the same indifference-search procedure as the baseline track
but elicited twice, once at day 284 and once at day 364.

Table 18: H2, Depeg Event: Compensation Required (Governance-Score Terms), Pre-Shock
versus Post-Shock, CARA Utility

Cohort vs. EURC, Pre vs. EURC, Post vs. PAXG, Pre vs. PAXG, Post
(n) (n) (n) (n)
Risk-neutral (o = 0) 0.358 (n = 4) 0.311 (n =4) 0.398 (n = 5) 0.370 (n = 4)
Moderately averse (a = 2) 0.216 (n = 6) 0.268 (n =5) 0.408 (n = 6) 0.407 (n = 5)
More risk-averse (a = 4) 0.126 (n = 6) 0.126 (n = 6) 0.388 (n = 6) 0.356 (n = 6)
Most risk-averse (o = 6) n =20 (no 0.044 (n = 2) 0.446 (n =1) 0.446 (n =1)
successes)

This independent, second measurement method agrees with the two tables above: every
cohort’s pre-to-post shift is small, and several cohorts barely move at all, the more-risk-
averse cohort’s compensation versus EURC is identical to three decimal places, and the
most-risk-averse cohort’s compensation versus PAXG is identical outright. Two independent
measurement methods agreeing on no detectable effect is stronger evidence for that conclu-
sion than either method alone. This depeg event does not produce a detectable behavioral
shift at this measurement’s resolution, and we report this as a real, null finding rather than
as missing data.

Figure 5. Event study — depeg shock effect on H1 and H2, pre- vs. post-shock
(both measurement methods agree: no detectable shift)

H1 — depeg event (equilibrium holdings) H2 — depeg event (compensation-search)

USD (USDC) share of portfolio (%) Compensation required, USDT->EURC [X-Y]

@ Pre-shock (day 284) @ Post-shock (day 364)

Figure 5: Event-study comparison of H1 (equilibrium holdings) and H2 (compensation-
search) before and after the depeg shock. Both independent measurement methods agree:
there is no detectable shift at day 285.

The remaining event-based cells have no usable data. Of the twenty-four cell-and-utility-
function combinations the event-based track was designed to cover, four hypotheses, H1,
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H2, H4, and H9, crossed with two shock types and three utility functions, only H1l-depeg-
CARA and H2-depeg-CARA, reported above, recovered with real, complete, usable data.
H9’s banking-crisis cell under CRRA recovered completely but is hollow, showing the same
zero-real-trading signature documented elsewhere in this study. Several other cells recovered
two hundred to two hundred thirty real-looking days each but ended before day 285, so none
of them can show a shock effect even if the underlying trading were genuine. H4 shows
zero real trading at any length checked, including one cell with a substantial two-hundred-
eighteen-day history, all of them exhibiting the same identical-growth-at-every-checkpoint
signature seen elsewhere in this study rather than a duration problem; no usable H4 data
exists at any length. Most of H9 beyond the one hollow cell noted above has no usable data
at all.

6 A Dual-Method Robustness Check: Real versus Syn-
thetic Currencies

Every real-currency cell in the baseline design only approximately isolates its intended char-
acteristic pair, since no two real, currently circulating digital currencies differ along exactly
one of the five characteristics while holding the other four perfectly identical. To address
this directly, this design includes a fully parallel synthetic-currency track, run through the
identical simulation machinery and both measurement methodologies described above, but
using constructed currencies whose five characteristics are each set to one of a small number
of exact, experimenter-chosen values rather than read off a real asset.

Table 19: Synthetic-Currency Controlled Values
Characteristic Controlled Values Used

Governance High (regulatory-compliant) / Low (non-compliant)
Medium of exchange USD / EUR / gold

Liquidity (bid-ask)  0.01% / 0.05% / 0.10%

Volatility 0.1% / 0.4% / 0.8%

Gas fee 1 cent / 5 cents / 10 cents per transaction

For a given hypothesis, the synthetic track builds the full cross-product of whichever two
characteristics that hypothesis tests, holding the other three fixed at a neutral middle value,
and places the two currencies being compared at opposite corners of that grid, mirroring the
real-currency track’s own comparisons. Because a synthetic characteristic only ever takes
one of two or three exact values, the indifference search becomes a discrete scan rather than
a continuous binary search; where an agent never switches at any tested level, that result
is flagged as censored rather than recorded as a genuine revealed indifference point. This
second track produces the study’s exact H1 through H11 structure with no approximation
at all, and running both tracks side by side means a qualitative conclusion that holds up in
both is a substantially stronger claim than one that holds up in either track alone.
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7 Data Persistence, Provenance, and Computational
Considerations

Every decision, negotiation turn, settled or rejected transaction, and macro state change,
for every simulated day in every experimental cell, is persisted to a permanent relational
database as it happens, tagged with a complete provenance signature: the exact random
seed used, the exact commit hash of the simulation code, a hash of the exact configuration,
and a hash of the exact prompt template version used to construct that decision’s LLM call.
This provenance signature makes every reported number traceable back to the exact code,
configuration, and seed that produced it. The simulation is additionally checkpointed after
every simulated day, so a run interrupted by a real-world operational failure can resume
exactly where it left off without repeating, or re-spending computational cost on, any day
already completed.

The full real-currency track spans eleven hypotheses, each with a baseline cell and, for the
relevant subset, a cross-border and/or event-based variant, for twenty-four distinct experi-
mental cells; each cell is run under all three utility-function specifications, and the full study
runs the entire structure a second time under the independent synthetic-currency track, for a
design of twenty-four cells by three utility functions by two tracks. Each cell simulates a full
365-day year for roughly one hundred agents, the great majority making a live LLM call on
every simulated day, plus a further round of calls during the end-of-run elicitation phase, for
a real computational cost on the order of tens of millions of language-model tokens per cell
and a correspondingly non-trivial monetary spend against a commercial inference provider.
This scale is precisely why the checkpointing and provenance infrastructure above is treated
as a first-class part of the empirical design rather than incidental engineering detail: a design
of this cost and duration must be resilient to real-world interruptions without an expensive re-
run from scratch, and must produce results that remain traceable and auditable across what
is, in practice, a multi-day, and in this study’s actual execution multi-week, data-collection
process running across more than one physical machine.

In response to the operational failures documented in the status note below, we have im-
plemented a fault-tolerance and resilience architecture intended to prevent the same silent
data loss in subsequent runs. This includes exponential backoff retries on transient API fail-
ures rather than a single fixed retry attempt; fallback provider routing, so a request can be
rerouted to an alternate inference endpoint if a given model becomes unavailable rather than
simply failing the call; automated monitoring of the inference-provider credit balance, so an
exhausted balance triggers an alert and a pause rather than continuing to silently record
failed decisions; and transactional atomicity per timestep, so a day’s state changes are only
committed once every step in that day’s decision and settlement sequence has completed
successfully, rather than allowing a partially completed day to be recorded as though it were
whole. Together, these measures are intended to ensure that the data still missing from the
tables above is collected systematically in the next run, rather than repeating the same silent
state-freezing failure mode documented below.
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8 Limitations and Threats to Validity

First, no real currency pair used in the baseline design varies exactly one characteristic
while holding the other four perfectly fixed; every real-track result should be read as the
best available real-world approximation of a trade-off, with the synthetic track serving as
the check on whether the conclusion survives once that approximation is removed. Second,
this design assumes that an LLM instructed to act under a stated utility function and risk-
aversion parameter will in fact reason in a manner consistent with that assignment, rather
than defaulting to some other implicit preference structure baked in by its own training
or alignment; the cross-model robustness check described above, spreading the population
across roughly a hundred distinct models, is the primary defense against this being an artifact
of any single model’s idiosyncrasies, though it cannot eliminate the possibility that language
models in general share some common bias relative to the theoretical prediction being tested.
Third, the Epstein-Zin proxy is not the full recursive specification; any claim of robustness
under Epstein-Zin preferences should be read as robustness under this specific proxy, not
the unrestricted recursive form. Fourth, the end-of-run elicitation question is a stated, not
revealed, preference, a deliberate cost and tractability trade-off, since checking a currency-
switch decision after every one of 365 real transactions would multiply the design’s already
substantial computational cost many-fold; the compensation figures above measure a stated
preference at one point in time, not a revealed preference accumulated from repeated real
choices.

Fifth, because a subset of the assigned language models are served through a shared third-
party inference gateway, technical failures specific to one model, malformed responses, un-
supported parameters, or transient connectivity failures, occurred during data collection and
required excluding an individual failed agent’s contribution from its cohort’s average rather
than discarding an entire cell’s data; cohorts in which a large fraction of agents happened
to be piloted by a single failure-prone model accordingly rest on a thinner effective sample,
which should be checked and reported per cohort rather than assumed away. Sixth, the com-
pensation and indifference-search step only ever completed for CARA during the original
run, for one hypothesis, H6; the CARA columns elsewhere were recovered by re-running this
step against each cell’s reconstructed final wallet state, and CRRA and Epstein-Zin-proxy
versions of this recovery were not attempted given time constraints, so the H3/H4 table and
the H9, H10, and H11 tables have no measured data of any kind.

Seventh, elicitation cohorts rest on small, uneven samples: of roughly fourteen CARA-eligible
agents per cohort per hypothesis, a large fraction failed to produce a usable response, and
reported cohort averages range from one to six successful agents, with the most-risk-averse
cohorts disproportionately thin. These should be read as noisy point estimates, not stable
averages, and the specific directional findings reported, H8’s sign flip and H2’s reversed-from-
predicted direction among them, warrant a larger sample before being treated as confirmed.
Eighth, within the hypotheses checked across multiple utility functions, the CRRA, CARA,
and Epstein-Zin-proxy columns are numerically close to one another, consistent with either a
genuine robustness finding or a negotiation prompt that does not weight the assigned utility-
function detail heavily enough to produce distinguishable behavior; distinguishing these two
would require an experiment that varies only the utility-function framing while holding every
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other prompt element fixed, which was not done here and is flagged as an open question.

Ninth, one stored result was found and corrected during report preparation: the database’s
precomputed equilibrium-holdings figure for H1 under CRRA was identical across all four
risk-aversion cohorts to fifteen decimal places, inconsistent with both the underlying daily
wallet data, which does show real cohort-to-cohort variation, and with the same computation
succeeding normally for H1’s CARA and Epstein-Zin-proxy columns. This was corrected by
recomputing H1’s figures directly from the underlying daily wallet records; Table 4 above
reflects the corrected values. The underlying cause was not fully root-caused given time
constraints, and a similar issue could in principle affect other precomputed values not inde-
pendently cross-checked against raw data the way H1 was, a general caution against trusting
any single precomputed summary table without a spot-check against the underlying daily
records.

Tenth, the synthetic-currency track controls for the five characteristics under study but does
not control for brand-name or prior-training association effects: synthetic currencies were
given descriptive labels rather than fully anonymized tickers, so an agent’s response could
in principle be influenced by whatever associations its underlying training data attaches to
a given name or label, separately from the five characteristics actually manipulated. Distin-
guishing a genuine characteristic-driven preference from a residual brand or naming effect
would require a further check using fully anonymized identifiers, for example Token A and
Token B in place of descriptive names, which was not implemented in the current design.
Eleventh, the tables above report raw point estimates only; standard errors, confidence in-
tervals, and formal significance tests, for example t-tests comparing compensation values
across risk-aversion cohorts, have not yet been computed. Given the small and uneven effec-
tive sample sizes already noted above, some of the directional differences reported between
cohorts may not be statistically distinguishable from sampling noise, and this should be
treated as an open question pending formal hypothesis testing rather than assumed away by
the direction of the point estimates alone.

9 Status Note on Data Collection

The real-money execution of the real-currency track is, at the time of writing, partially
complete: some hypotheses have real, usable results, most do not yet. What is real and
used above: HI is real for all three utility functions, in Table 4, with the CRRA column
corrected as described above. H6 is real for CARA only, in Table 6, from the original
run. H2, H5, H7, and H8 are real for CARA only, recovered after the fact. In the cross-
border track, H1 and H2 are real for CARA in Tables 11 through 13, and H7 is real for
the Epstein-Zin proxy in Tables 14 and 15. In the event-based track, H1 and H2’s depeg-
event cells are real for CARA in Tables 16 through 18, both showing a genuine null result,
no detectable shift at day 285. What remains pending: H3, H4, H9, H10, and H11 have
no usable data of any kind in the baseline track, confirmed by direct inspection of daily
wallet records showing holdings frozen at the initial fifty-fifty split for the full year, zero
real trading rather than unconverged results. CRRA and Epstein-Zin-proxy columns remain
pending throughout the compensation tables, H6 and H8’s cross-border variants have no
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data under any utility function, and in the event-based track, H4 has no usable data at any
hypothesis-shock-utility combination, H9’s banking-crisissCRRA cell recovered hollow, and
most other event-based cells either failed to reach day 285 or show the same zero-real-trading
signature found elsewhere in this study.

The primary cause of this gap is a repeated loss of usable credit balance on the inference-
provider account behind this study’s API key, confirmed directly by querying the decision-
log table and locating the specific failure reason recorded against a large share of a cell’s
attempted decisions. Because a single failed decision is designed to be tolerated gracefully
rather than halt the simulation, a cell can silently complete its full 365-day loop while
having executed few or no real transactions, which is what produced the frozen holdings
reported for H3, H4, H9, H10, and H11. This happened repeatedly across several distinct
data-collection attempts and is the primary reason most of the study’s intended results were
not available from the original run. A second, unrelated issue affected the event-based track
specifically: its source database suffered real file corruption, recovered using SQLite’s page-
level recovery tool rather than the ordinary export path, which is why only two of the track’s
twenty-four intended cell-and-utility-function combinations, H1-depeg-CARA and H2-depeg-
CARA, were ultimately recoverable with complete, usable data. Two further, smaller issues
also occurred: one specific model reliably failed a category of request used only in the
elicitation step, and a category of transient network failures was not being retried by the
request-handling code; both were identified and fixed in the simulation code, but neither was
the dominant cause of missing data.

The CARA-only results reported for H2, H5, H6, H7, and HS8, and their cross-border variants,
were recovered without a full rerun of the affected cells. Because a full year of real trading
data already existed for these hypotheses, the compensation step was re-executed against
a reconstructed environment populated with each agent’s actual final wallet state from the
completed run’s own daily records, using the same deterministic population-generation func-
tion, seeded identically, to recover each agent’s correct role, cohort, and assigned model, with
wallets set to their real, final balances before the same elicitation procedure was run. This
is not a simulation of a new population and not a re-derivation of wallet values; only the
365-day replay itself was skipped, since its output was already on record. This recovery also
surfaced two practical findings: a standard thirty-second HTTP timeout does not reliably
bound a stalling elicitation call, since some models trickle response data slowly enough to
reset the read timeout indefinitely, which required adding a hard wall-clock timeout per
agent; and a substantial fraction of the assigned model roster was found no longer available
on the inference provider, or rejected the request format outright, consistent with normal
roster drift, which explains the small, uneven per-cohort sample sizes reported throughout.

Completing this study fully requires: maintaining a stable, sufficiently funded API credit
balance for the full duration of a run, the single largest source of lost work in the original at-
tempt; fully re-running H3, H4, H9, H10, and H11 from the start of the simulated year, since
there is no completed state from which to reconstruct; repeating the reconstruction-based
recovery for the remaining CRRA and Epstein-Zin-proxy compensation columns across both
tracks; independently spot-checking every precomputed summary table against raw daily
records before relying on it, given the HI /CRRA discrepancy found and corrected here; fully
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re-running the event-based track’s remaining twenty-two cell-and-utility-function combina-
tions from day zero with routine database-integrity checks in place, given the corruption
found in its source database; and, time permitting, re-running the elicitation step with more
retry attempts or a broader model roster to reduce the small-sample issue described above.

10 Discussion

The results give mixed evidence that autonomous Al agents form digital-money preferences
that shift systematically with assigned risk aversion. The clearest finding is that the agents
did not treat every characteristic of digital money as interchangeable: their behavior reflected
some combination of medium-of-exchange preference, transaction costs, liquidity, volatility,
and governance, but the relative weight of these characteristics did not consistently move in
the direction conventional risk-aversion theory predicts. The central question was not simply
which digital currency agents chose, but whether changing an LLM’s assigned economic
preferences would predictably change how it valued the characteristics of money. The results
suggest such a relationship exists for some characteristics, but it is weaker and more irregular
than the standard economic framework predicts.

The H1 equilibrium-holdings results give the first sign of this pattern. As risk aversion
increased, USD holdings rose from about 28.9% for risk-neutral agents to 29.5% for the
most risk-averse agents under the CRRA specification, while EUR holdings fell from 28.1%
to 27.5%. Gold held almost steady at about 43% across every risk-aversion level. The
same pattern held across CRRA, CARA, and the Epstein-Zin-style proxy, with only small
numerical differences among the utility specifications. So increasing risk aversion came with
a modest shift toward USD relative to EUR, but not the larger move away from gold that
the original hypothesis expected.

This points to a relationship between risk aversion and the medium-of-exchange characteristic
that is more nuanced than a simple hierarchy of USD over EUR over gold. The agents seem
to distinguish between USD and EUR exposure as risk aversion changes, but gold behaves
differently. Rather than an asset that increasingly risk-averse agents abandon, gold stayed
a substantial share of holdings regardless of the assigned risk preference. One explanation
is that the agents treated gold as a distinct form of diversification or perceived security, not
captured by the study’s original interpretation of risk: an agent can be highly risk averse
while still holding gold if gold reads as a hedge against monetary or financial uncertainty.
This fits the broader literature on digital assets and financial stress, which treats the appeal
of different forms of money as dependent on the economic environment rather than a single
universal ranking.

The small size of the H1 change also matters theoretically. Increasing the risk-aversion
parameter did not reorganize the agents’ portfolios in any fundamental way; it produced a
relatively small shift in the relative shares of USD and EUR. Risk aversion alone may not be
enough to overcome strong baseline associations with particular forms of money. The result
gives only partial support to the idea that assigning an explicit economic utility function
causes an LLM to behave like a conventional utility-maximizing agent. The agents moved
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in the hypothesized direction for USD relative to EUR, but the move was small enough that
risk aversion is hard to treat as the sole determinant of the observed equilibrium.

The pairwise compensation experiments give stronger evidence that the link between formal
risk preferences and monetary characteristics is not straightforward. H2, which predicted
that increasingly risk-averse agents would place more value on high governance relative to
their preferred medium of exchange, produced the opposite pattern in the available CARA
results. The compensation required to move from the lower-governance USDT toward the
high-governance EURC fell from 0.320 for risk-neutral agents to 0.048 for the most risk-averse
cohort. The corresponding comparison involving PAXG did not decline monotonically, but
the EURC comparison stands out because it moves systematically against the hypothesized
direction.

This challenges the assumption that greater risk aversion necessarily makes an agent value
every characteristic associated with institutional safety more. An LLM may recognize gov-
ernance as important without treating it as a direct proxy for financial risk. A highly
risk-averse agent could instead weight characteristics with an immediate, easily quantifiable
effect on the transaction more heavily, such as fees, exchange value, or observed price stabil-
ity. Governance is comparatively abstract: compliance, reserve transparency, and regulatory
structure may reduce certain long-term risks without changing the immediate payoff of a
transaction. So the economic concept of “risk” may not map cleanly onto the semantic
concept of “governance” in an LLM’s reasoning.

The H5 results reinforce this reading. Compensation for gas fees was non-monotonic, rising
from 0.463 for risk-neutral agents to 1.249 for moderately risk-averse agents before falling
to 0.0004 for the most risk-averse cohort. Because the relationship doesn’t rise consistently
with risk aversion, the evidence doesn’t support the predicted ordering. This irregularity
indicates the agents did recognize transaction costs as economically meaningful, but they did
not consistently translate higher formal risk aversion into a greater willingness to trade low
transaction costs for governance. So the failure of H5 isn’t evidence that the agents ignored
gas fees; it suggests instead that the weight placed on gas fees didn’t vary predictably with
the risk-aversion parameter.

HS8 gives the clearest evidence that risk aversion can change the relative valuation of monetary
characteristics. Gas-fee compensation moved from 0.554 for risk-neutral agents to —0.198
for the most risk-averse agents, crossing from positive to negative as risk aversion rose. In
economic terms, the most risk-averse agents did not merely require compensation to pick
the preferred alternative; under the measured conditions, they were willing to accept an
unfavorable gas-fee difference to get the alternative they preferred. That’s a real change in
the relative valuation of the two characteristics. But because the result rests only on CARA
utility and the most risk-averse cohort contains a single successful elicitation, it’s best read
as a promising behavioral pattern rather than a confirmed one.

The H6 and HT7 results similarly show why the compensation framework tells us more
than simply reporting which currency was chosen. H6 produced small compensation val-
ues through the first three risk-aversion cohorts, followed by a larger value for the most
risk-averse group. H7 showed a decrease in the compensation associated with peg volatil-

34



ity, though the most risk-averse estimate again rests on a single successful agent. These
results suggest agents may distinguish liquidity from stability differently depending on their
assigned risk profile, but the irregularity across intermediate cohorts rules out a strong con-
clusion about a continuous risk-aversion gradient. Still, the equivalence framework is a useful
methodological contribution because it turns a qualitative preference into an economically
interpretable trade-off: rather than asking whether an agent prefers one currency, it asks
how much improvement in one characteristic is needed to compensate for deterioration in
another.

Taken together, the compensation results point to a conclusion that risk aversion doesn’t
uniformly determine the ranking of digital-money characteristics. Instead, it interacts with
individual characteristics differently. Some characteristics, particularly transaction costs
and the medium of exchange, produced measurable behavioral changes, while governance
didn’t consistently become more valuable as risk aversion increased. This matters for the
broader study of Al economic agents: classical economic models offer a useful structure for
describing preferences, but an LLM may not translate a single parameter like risk aversion
into a uniform increase in the value of every safety-related feature. How much weight an
LLM gives a characteristic may depend on how concrete, salient, and directly connected that
characteristic is to the economic outcome being evaluated.

The cross-border results add further evidence that the surrounding economic environment
affects monetary preferences. Agents in the USD zone generally held more USD than agents
in the EUR zone, while EUR-zone agents generally held more EUR. This home-currency
pattern held across risk-aversion levels and shows that adding an exchange-cost mechanism
can shift equilibrium holdings even when the same utility framework governs the underlying
agents (Aldasoro, Frost, & Ito, 2026). So the medium of exchange isn’t simply an intrinsic
characteristic of a currency; its value depends partly on the agent’s economic location and
objective. An asset denominated in the agent’s home monetary unit avoids conversion costs
and exchange-rate exposure, which gives the medium-of-exchange characteristic an economic
consequence beyond the currency’s label.

That said, the cross-border results have an important exception. The more risk-averse EUR-
zone cohort showed an unusually large shift toward EUR across several otherwise separate
experiments. Since the same cohort-and-zone combination produced unusual behavior across
multiple hypotheses, the most plausible reading is a thin-sample or model-composition arti-
fact rather than independent evidence for several economic mechanisms. This is a reminder
of why heterogeneous LLM populations and repeated experimental cells matter: a single
unusual model or small subgroup can produce a large apparent effect that doesn’t generalize
across the broader population. The study’s design already varies the underlying LLM, utility
function, and currency representation to guard against this, but the current sample isn’t yet
large enough to rule it out.

The event-based results give perhaps the strongest null finding in the study. The depeg
event produced only a small change in equilibrium holdings between the pre-shock and full-
year periods. For example, the risk-neutral cohort moved from 28.4% USD, 27.9% EUR, and
43.6% gold before the shock to 28.9% USD, 28.1% EUR, and 43.0% gold at year end. Similar
small movements showed up across the other risk-aversion levels. The changes also showed
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no visible discontinuity at the point of the shock. The governance compensation analysis
independently reached the same general conclusion: pre-shock and post-shock compensation
values were generally similar rather than showing a large crisis-induced shift.

This null result matters because it suggests that simply introducing a financial shock into
the information environment doesn’t necessarily lead an LLM agent to revise its monetary
preferences dramatically (Aldasoro, Mehrling, & Neilson, 2023; Castello & Gadzinski, 2025).
The agents may have responded to the changed environment without that response showing
up as a large change in equilibrium holdings. Or the shock may not have been consequential
enough, relative to the agents’ existing portfolio structure, to overcome established prefer-
ences. This deserves further investigation rather than an assumption that the absence of a
large portfolio shift means the agents failed to notice the depeg.

The findings also connect to the wider literature on LLM economic behavior. Prior research
shows that LLMs can generate economically interpretable behavior, but evidence on their
risk preferences is mixed: some studies find LLMs behave more risk-aversely than human
participants, while others find roughly risk-neutral behavior in several settings (Song et al.,
2025; Erdem & Ashok, 2026). These findings fit the more cautious reading of that liter-
ature: an LLM can respond to an explicitly assigned economic objective, but assigning a
mathematical utility function doesn’t guarantee every behavioral dimension follows the theo-
retical model. The modest H1 response, reversed H2 relationship, irregular H5 pattern, and
more promising H8 pattern together suggest that economic instructions can shape behavior
without fully determining it.

This has a methodological implication worth stating plainly. The study’s deterministic sep-
aration between LLM reasoning and economic execution is essential to interpreting these
outcomes. The LLM decides what the agent wants to do, while the simulation indepen-
dently determines whether the proposed action can actually happen. Wallet balances, fees,
settlement, and ledger state aren’t products of the model’s language generation. This archi-
tecture makes it possible to tell a model’s economic preference apart from a simple halluci-
nated transaction, and it gives future studies a framework for manipulating one aspect of
the agent’s reasoning while holding the economic environment constant.

Several limitations constrain how far these conclusions can be pushed. Most importantly,
the compensation experiments were incomplete and often relied on very small samples; sev-
eral cohorts have only one or two successful elicitation responses. These estimates can’t
support strong population-level claims, especially when the goal is to establish systematic
relationships across risk-aversion levels. Most completed compensation results are also avail-
able only under CARA utility, which limits how robust the apparent patterns can be called
across utility specifications. H3, H4, H9, H10, and H11 currently have no usable baseline
data, so no conclusion should be drawn about them.

A second limitation is the gap between stated and revealed preferences. The equivalence
framework measures an agent’s response to an explicit end-of-run choice rather than an
indifference point emerging naturally from hundreds of repeated transactions. That was
a necessary computational trade-off, but it means the compensation values reflect elicited
preferences at one point in time rather than a full measure of the agent’s revealed preference
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across the simulation. Future work should compare these stated compensation values against
trade-offs inferred from actual transactions.

A third limitation is that the real-currency experiments can’t fully isolate individual char-
acteristics. Real digital currencies differ simultaneously in governance, liquidity, volatility,
denomination, backing, reputation, and other features, so a preference for one real asset can’t
automatically be pinned on one characteristic. The synthetic-currency framework addresses
this by independently controlling governance, medium of exchange, liquidity, volatility, and
gas fees. Agreement between the real and synthetic tracks would give substantially stronger
evidence that an observed preference reflects an economic characteristic rather than an as-
sociation with a particular asset.

Finally, the similarity of the CRRA, CARA, and Epstein-Zin-proxy results allows two com-
peting readings. It could indicate genuine robustness, that the agents’ broad economic
preferences don’t depend strongly on how risk is mathematically represented. Or it could
indicate that the LLM reasoning layer doesn’t sufficiently distinguish among the utility
functions. Since the models weren’t fine-tuned and instead received their utility objectives
through prompts, the agents may recognize the labels of different utility functions without
consistently applying their mathematical implications. Future experiments should isolate
the utility-function manipulation more directly and test whether the same LLM produces
measurably different choices when only the utility specification changes.

Overall, the evidence supports a cautious view of autonomous Al agents as economically
interpretable decision-makers. The agents didn’t behave randomly: they showed stable
preferences over monetary characteristics, responded to currency-zone incentives, recognized
transaction costs, and produced measurable differences as risk aversion changed. But those
responses weren’t uniformly consistent with conventional risk theory. The central finding,
then, is not that Al agents simply reproduce standard economic preferences, but that they
show structured, imperfectly theory-consistent economic behavior. That distinction matters
as autonomous agents move toward real economic applications: an Al system may recognize
governance, liquidity, stability, and transaction costs while still weighting those characteris-
tics differently than a conventional utility-maximizing model would.

11 Conclusions and Future Work

This study examined whether autonomous Al agents develop systematic preferences over
the characteristics of digital money, and whether those preferences change as the agents
become more risk averse. The evidence shows that Al agents do respond to economically
meaningful differences among currencies, but the relationship between assigned risk aversion
and those preferences isn’t uniformly predicted by conventional economic theory. Increasing
risk aversion produced a modest shift toward USD relative to EUR, while gold stayed a
substantial part of equilibrium holdings. The trade-off experiments further showed that
governance, liquidity, volatility, and settlement costs weren’t valued according to a single
risk-based hierarchy; the importance of each characteristic varied with the specific trade-off
presented.
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The most important conclusion, then, is about the properties of digital money that agents
value, rather than the identity of the assets they picked. Autonomous Al agents can distin-
guish among characteristics such as medium of exchange, governance, liquidity, volatility, and
transaction cost, but greater risk aversion doesn’t automatically make every safety-related
characteristic more valuable. Agents valued lower transaction costs and particular mone-
tary denominations, while the value placed on governance didn’t consistently rise with risk
aversion. This suggests an Al agent’s economic conception of risk may be multidimensional
rather than equivalent to the theoretical coefficient defining its utility function.

The study also shows the value of measuring trade-offs rather than choices alone. A currency
choice by itself only tells us which alternative was picked under one set of conditions. An
indifference threshold tells us more, because it estimates how much improvement in one
characteristic is needed to compensate for deterioration in another. This lets preferences over
digital money be expressed as economically interpretable quantities. The relevant conclusion,
for example, isn’t that an agent chose a particular high-governance currency, but that the
agent was or wasn’t willing to accept a specified deterioration in liquidity, volatility, or
transaction cost to get the governance characteristic. That gives a foundation for studying
Al monetary preferences in terms closer to the language of economic trade-offs.

The cross-border results further show that the value of a monetary characteristic depends
on the environment the agent operates in. Agents generally accumulated more of the cur-
rency tied to their home currency zone, which shows that denomination can carry economic
value when conversion costs and exchange-rate exposure are present. So preferences over
digital money can’t be understood independently of the surrounding payment environment:
a currency’s usefulness depends not only on its intrinsic properties but also on the agent’s
location, objectives, counterparties, and costs of converting into other forms of money.

The depeg experiment adds a complementary conclusion: a financial shock doesn’t necessar-
ily produce an immediate or large reallocation of digital money holdings. The absence of a
clear discontinuity after the depeg suggests agents may hold established monetary positions
even as market conditions worsen. That could reflect persistent preferences, an insufficient
shock magnitude, limits in how the LLM incorporated the new information, or simply that
equilibrium holdings are relatively insensitive to short-lived changes. Telling these expla-
nations apart requires experiments that look at decisions immediately before and after the
shock rather than relying mainly on end-of-year holdings.

More broadly, the study adds to the growing literature on LLM-based economic agents
by making the case that autonomous economic behavior should be evaluated at the level
of economic characteristics and trade-offs, not just task completion. Prior research shows
LLMs can participate in economic environments, financial markets, and negotiations; this
study extends that to competition among forms of digital money. The results suggest the
important question for future Al economic research isn’t simply whether an LLM can perform
a transaction, but whether its decisions stay economically coherent when multiple objectives
conflict.

A few extensions are needed before drawing stronger conclusions. First, the incomplete
hypotheses need to be rerun with stable inference-provider access and substantially larger
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successful elicitation samples: H3, H4, H9, H10, and H11 require complete data, and the ex-
isting compensation experiments need additional CRRA and Epstein-Zin-proxy observations.
Increasing the number of agents per risk-aversion cohort would also reduce the influence of
individual model failures and anomalous agents.

Second, the real-currency findings should be compared systematically with the synthetic-
currency experiments. The synthetic environment matters here because it lets governance,
liquidity, volatility, medium of exchange, and gas fees be manipulated independently. If a
relationship seen among real assets also appears when only the corresponding characteristic
changes in the synthetic environment, that raises confidence the characteristic itself drives
the behavior. If the two environments disagree, that disagreement would itself be informative,
since it would point to interactions among real-world characteristics shaping Al monetary
preferences.

Third, future work should test more directly whether the assigned utility function actually
controls behavior. The current similarity among CRRA, CARA, and Epstein-Zin-proxy
results could reflect genuine robustness, or it could mean the LLM isn’t applying the math-
ematical differences between the utility functions strongly enough. A controlled experiment
holding the model, prompt structure, economic environment, and agent role constant while
varying only the utility specification would help tell these apart.

Fourth, future experiments should look at preferences dynamically rather than relying mainly
on final equilibrium holdings. A model may react to a depeg, liquidity shock, or fee spike
immediately and then return to its previous portfolio by day 365, so end-of-run holdings could
hide meaningful short-term reactions. Recording changes in holdings, transaction frequency,
and currency switching immediately before and after each shock would give a fuller picture
of behavioral response.

Finally, future research should check whether the observed behavior holds across LLM fam-
ilies and whether certain model architectures are systematically better at following formal
economic objectives. The current design already treats underlying LLM heterogeneity as
a robustness dimension. If future experiments find the same economic relationship across
many different models, that would strengthen the argument that the behavior comes from
the assigned economic environment. Large differences across models, on the other hand,
would suggest that the architecture and training of the underlying Al system are themselves
economically important variables.

The broader implication is that autonomous Al agents may eventually become participants
in the digital monetary system rather than simply users of it (BIS, 2026). If such agents
routinely choose payment currencies, settlement networks, and financial assets on behalf
of individuals or institutions, their collective preferences could shape liquidity, currency
adoption, payment-rail usage, and the competitive position of different forms of digital money.
These results suggest those preferences can’t safely be assumed to follow conventional human
economic models without empirical testing: Al agents appear capable of making economically
structured choices, but that structure isn’t necessarily identical to the structure a theoretical
utility function would impose.

Ultimately, this study’s significance lies in setting up a new economic question to ask: when
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artificial agents control economic resources, what characteristics of money become valuable
to them, and do those values change predictably when their economic objectives change? The
current evidence suggests autonomous Al agents do show interpretable monetary preferences,
but those preferences emerge from the interaction between formal risk instructions, the
characteristics of digital money, the surrounding economic environment, and the behavior
of the underlying language model. Understanding that interaction will matter more as Al
systems move from advising humans on financial decisions toward making those decisions
themselves.
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